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ABSTRACT: Accessing and utilizing high-resolution atmospheric data is critical for advancing

research in mesoscale meteorology, numerical weather prediction, and machine learning appli-

cations. However, challenges such as complex data formats, high computational demands, and

fragmented access methods hinder efficient data retrieval. This work introduces the CASA Data

Portal, a web-based platform designed to enhance the accessibility and usability of X-band radar

data from the CASA DFW radar network. Inspired by SEVIR and Dynamical.org, the portal

integrates event-based data retrieval, cloud-optimized storage, and efficient data extraction with

Xarray and Zarr, along with an intuitive web interface to streamline data access. Researchers can

query and extract data guided by NOAA’s Storm Events Database records and/or CASA’s internal

archives, facilitating efficient dataset selection for scientific analysis and machine learning work-

flows. By bridging the gap between complex meteorological datasets and practical research needs,

the CASA Data Portal enhances rapid, scalable, and efficient data-driven workflows.
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1. Introduction19

In atmospheric sciences, data availability and usability are essential for advancing mesoscale,20

synoptic, and climate research and applications. Atmospheric data is gathered through various21

methods, including satellite observations, ground-based stations, radar systems, and emerging22

technologies like drones and IoT sensors. Each method contributes unique data; however, accessing23

various atmospheric science datasets presents many challenges. Atmospheric data is typically24

archived by time and location rather than by specific meteorological phenomena, making it difficult25

for researchers to retrieve relevant data without prior knowledge of the event (Oakley and Daudert26

2016). Additionally, the size and diversity of atmospheric data, collected at varying temporal27

and spatial resolutions, require familiarity with data formats such as NetCDF, which demand28

specialized software and expertise to interpret, as well as substantial computational resources for29

storage, processing, and analysis, often necessitating sophisticated data management techniques30

(Veillette et al. 2020). For example, working with ERA5, a comprehensive reanalysis dataset used31

to develop and train machine learning models, involves managing vast amounts of data across32

multiple variables like temperature, humidity, and wind speed. This requires large computational33

resources for downloading, storing, and preprocessing. This workflow is complex and challenging34

for beginners. It is often slow due to the need for specialized knowledge and tools to handle large35

datasets and perform the necessary data transformations. As machine learning research expands,36

an increasing number of researchers encounter these challenges. This complexity presents a37

significant barrier to broad data accessibility and usability, slowing down research progress and38

innovation in atmospheric science.39

This research focuses on improving the accessibility of CASA’s (Engineering Research Center for40

Collaborative Adaptive Sensing of the Atmosphere) X-band Radar data for atmospheric research.41

The CASA DFW Network is a network of six X-band radars in North Texas that have been generating42

high spatiotemporal resolution single radar moments and multi-radar products since 2016 (Philips43

et al. 2017; Chandrasekar et al. 2018). We draw inspiration from concept introduced by SEVIR44

— a curated, annotated dataset of over 10,000 weather events — and from approach utilized45

by Dynamical.org, a public-benefit corporation that provides long-term, open-access weather46

and climate data with a focus on sustainability and usability. SEVIR is specifically designed47

for deep learning applications in meteorology, providing temporally and spatially aligned image48
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sequences depicting weather events captured over the contiguous US (CONUS) by the GOES-49

16 satellite and the mosaic of NexRad radars (Veillette et al. 2020). The structured nature of50

SEVIR reinforced the importance of this research, highlighting the value of well-curated datasets51

for scientific study. SEVIR’s user-friendly approach allows scientists to focus more on model52

development and analysis rather than on data preparation, further underscoring the motivation53

to enhance access to CASA data. As for Dynamical.org, it utilizes technologies that enable the54

provision of scalable, cloud-optimized access to weather and climate data. By leveraging cloud-55

native storage solutions such as Zarr and advanced data management frameworks like Xarray,56

Dynamical.org enables efficient, on-demand retrieval of large-scale atmospheric datasets. Its57

approach reduces the computational overhead associated with traditional data access methods and58

enhances reproducibility in meteorological research. Inspired by these methodologies, our work59

incorporates cloud-optimized storage, efficient indexing, and event-driven data access, ensuring60

that high-resolution CASA radar data is not only accessible but also efficiently retrievable for a61

diverse range of applications.62

Building upon the event-based structure of SEVIR and the scalability of Dynamical.org, we63

introduce the CASA Data Portal, a platform designed to bridge the gap between atmospheric64

data complexity and usability. This platform includes a web interface that allows users to navigate65

and selectively extract atmospheric data of interest. Researchers can use the NOAA Storm Events66

database and CASA’s own events archive to easily discover significant weather events at a scale67

relevant to CASA data. A key strength of our platform is its dual access approach: a web68

interface enables users to visually explore and select specific data subsets, while Zarr format69

access is streamlined through Kerchunk-generated (https://fsspec.github.io/kerchunk/) reference70

files for efficient data retrieval. This dual access method combines the simplicity of web-based71

data exploration with the power of scalable, programmatic data processing, accommodating a wide72

range of research needs. To support this enhanced accessibility and usability, the data is stored in73

a cloud S3 bucket hosted on the Open Storage Network (https://www.openstoragenetwork.org/),74

ensuring high availability and reliability. The backend and frontend of the platform are hosted on75

NERC (https://nerc.mghpcc.org/) and/or on popular web providers such as Amazon Web Services76

or Google Cloud Platform. This state-of-the-art solution improves both data availability and77

usability, accelerating advancements in mesoscale meteorology research in mesoscale meteorology,78
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numerical weather prediction (NWP), machine learning (ML), and climate science. Our platform79

enables researchers to develop predictive models and applications more rapidly and effectively,80

leveraging both the accessibility of the web interface and the efficiency of Zarr-based data access81

for high-performance computing environments.82
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2. Related Work83

Historically, large atmospheric data platforms have been designed primarily for data storage84

and distribution rather than for efficient access and usability. Systems such as NOAA’s data85

services, ERA5, and the CEDA Archive provide extensive datasets crucial for meteorological86

and climate research. However, as the volume and complexity of atmospheric data has grown,87

these platforms have become overwhelming and often inefficient for researchers who require88

quick, streamlined access to specific subsets of data. Navigating these systems frequently requires89

specialized expertise, and working with the data demands substantial computational resources,90

posing challenges for a broad range of users (NOAA 2025b; Service 2025; Science and Council91

2025).92

In response to these inefficiencies, modern datasets and platforms such as SEVIR and Dynam-93

ical.org have adopted curated approaches and cloud-optimized formats such as Zarr, along with94

libraries like Xarray, to enhance usability and efficiency. These initiatives focus on scalable,95

analysis-ready data solutions that facilitate programmatic access while reducing the need for exten-96

sive preprocessing. By structuring their datasets to align with machine learning applications and97

enabling on-demand retrieval, they have made significant strides in optimizing data accessibility98

for researchers.99

To contextualize our approach, we review key existing platforms and datasets, highlighting their100

strengths and limitations in relation to the vision of the CASA Data Portal. Our platform aims101

to bridge the gap between accessibility and high-performance data processing by combining an102

intuitive web-based interface with efficient, programmatic access using Xarray and Zarr, enabling103

researchers to discover and interact with CASA data in a more streamlined and effective manner.104

a. NOAA Services105

NOAA’s ecosystem offers an impressive breadth of atmospheric data through multiple discovery106

tools and access methods. The OneStop portal, for instance, provides extensive filtering options107

by scientific discipline, data format, temporal range, and geographic location. This capability is108

particularly useful for users seeking specific datasets—from historical climate records to real-time109

radar products—making it a valuable resource for research. Additionally, NOAA’s Data Access110

Application and Climate Data Online APIs facilitate programmatic downloads and automated111
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data retrieval, which can be integrated into machine learning workflows (NOAA 2025b,a; for112

Environmental Information NCEI).113

However, these same features also introduce significant challenges. The complexity of114

NOAA’s interfaces—combined with the need for specialized knowledge in data formats such115

as NetCDF—can make initial data exploration and extraction a steep learning curve, particularly116

for newcomers. Moreover, the multi-step ordering process and high volume of data sometimes117

result in delays and require considerable computational resources, which further underscores the118

need for more streamlined and user-friendly platforms like our CASA Data Portal.119

b. CEDA Archive and UK Composite Rainfall Data120

The CEDA Archive, hosting the UK Composite Rainfall Data from the Met Office’s NIMROD121

system, provides high-resolution precipitation information that is critical for short-term forecasting122

and machine learning applications. With detailed documentation, dynamic file organization, and123

both bulk and individual download options, the platform is well-suited for researchers who need124

to access extensive temporal records and high-resolution spatial data. The rich metadata and well-125

structured archives enable efficient exploration and integration into modeling frameworks (Science126

and Council 2025).127

Despite these strengths, the platform presents several hurdles. User registration is required, and128

the use of non-standard file formats (such as the NIMROD .dat files) often necessitates additional129

preprocessing steps. In some cases, the absence of automated handling for missing data means that130

researchers must directly contact data providers to resolve gaps, thereby delaying analysis. These131

challenges point to the broader issue of accessibility in atmospheric datasets and motivate efforts132

to simplify data retrieval and processing, as seen in our work.133

c. ERA5 Reanalysis134

ERA5 is widely recognized for its comprehensive global atmospheric reanalysis, offering high135

spatial and temporal resolution data that underpin many climate and weather prediction models.136

The dataset covers a broad range of atmospheric variables—from temperature and humidity to137

wind and precipitation — and is available via the Climate Data Store (CDS) interface and its138

supporting API. These features facilitate tailored data selection and efficient programmatic access,139
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making ERA5 a cornerstone for both long-term climate studies and machine learning applications140

(Hersbach et al. 2020; Service 2025).141

Nevertheless, ERA5 is not without its drawbacks. The sheer volume of data and its intricate142

structure require substantial computational resources, and users must often navigate a steep learning143

curve to fully exploit its capabilities. Moreover, known biases—especially in the precipitation144

records—necessitate careful quality control and preprocessing. This combination of strengths and145

challenges illustrates the persistent need for platforms that can make high-quality atmospheric data146

more accessible and easier to work with, providing clear motivation for our CASA Data Portal147

initiative.148

d. German Weather Service (DWD) Products149

The German Weather Service (DWD) provides a suite of high-resolution weather products,150

including RADOLAN, RADKLIM, and composites such as RV and WN. These platforms excel151

at delivering quantitative precipitation estimates by integrating radar observations with rain gauge152

measurements, thus enhancing the accuracy of real-time and historical data. The high spatial153

resolution (often at the 1 km scale) and frequent updates (every 5 minutes) make these datasets154

invaluable for both operational forecasting and long-term climate studies of Germany (Kreklow155

et al. 2019).156

However, the wealth of data provided by DWD comes with its own set of challenges. The157

extensive archives and multiple data formats (such as GRIB and binary files) can make it difficult158

for non-specialists to identify and extract the specific datasets they need. The lack of an integrated159

user interface and the necessity for scripting or programming knowledge to automate downloads160

further limit immediate usability. These hurdles emphasize the ongoing need for platforms that161

streamline access and simplify data processing.162

e. TAASRAD19163

TAASRAD19 by Franch et al. (2020) offers a high-resolution radar reflectivity dataset that is164

particularly useful for precipitation nowcasting in complex, mountainous regions. The dataset is165

collected by the Civil Protection weather radar of the Trentino South Tyrol Region, in the Italian166

Alps. The dataset is characterized by its high temporal (5-minute intervals) and spatial (sub-167
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kilometer resolution) granularity, along with detailed annotations and noise mitigation strategies.168

These features make it an excellent resource for developing machine learning models that require169

precise and reliable inputs, especially in challenging terrains where radar signals are often affected170

by topographical variations. Yet, TAASRAD19 also faces limitations regarding data integration171

and standardization. The use of multiple data formats (e.g., ASCII, HDF5, NetCDF) and the need172

for specialized techniques to correct for beam blockage at lower levels and other artifacts add layers173

of complexity to its use.174

f. SEVIR175

The SEVIR dataset by Veillette et al. (2020) was explicitly developed to address the challenges176

of aligning multimodal weather data for deep learning applications. By integrating temporally177

and spatially aligned radar and satellite imagery, SEVIR offers a curated collection of over 10,000178

weather events with comprehensive metadata. Its standardized file formats, along with the availabil-179

ity of supporting code and baseline models, simplify data ingestion and model training, allowing180

researchers to bypass many of the typical preprocessing hurdles. Additionally, SEVIR is hosted181

on AWS S3, leveraging cloud-based storage to facilitate scalable access to its dataset. This curated182

approach significantly enhances accessibility for end users, providing a structured and efficient183

foundation for machine learning applications in atmospheric science.184

g. Dynamical.org: Sustainable, Cloud-Optimized Weather Data Access185

Dynamical.org is a public benefit corporation providing long-term, open-access weather and186

climate data with a focus on sustainability and usability. It facilitates efficient access to datasets and187

model predictions from organizations committed to cloud-optimized data sharing. The platform188

adopts a cloud-native approach using the Zarr format, enabling scalable, analysis-ready datasets189

with efficient, on-demand access. It currently offers an hourly NOAA GFS analysis dataset190

(2015–present) and plans to expand to GEFS, HRRR, and other high-resolution forecasting models.191

By leveraging tools like Xarray and Dask, users can efficiently retrieve specific data subsets in192

parallel without downloading entire archives, making it ideal for large-scale modeling and AI-driven193

forecasting. While transitioning from NetCDF or GRIB to Zarr requires adaptation, this approach194
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enhances accessibility, reproducibility, and efficiency in atmospheric sciences (dynamical.org195

2025).196

h. Summary197

The review of existing atmospheric data platforms highlights significant advancements in data198

accessibility, cloud optimization, and machine learning integration. However, challenges such as199

steep learning curves, data fragmentation, and computational overhead remain persistent barriers200

for researchers. Our CASA Data Portal aims to bridge these gaps by providing an intuitive,201

high-performance solution that combines user-friendly web access with efficient programmatic202

interfaces using Xarray and Zarr. By addressing limitations in existing platforms, our work203

enhances accessibility and usability for a broad range of atmospheric science applications.204
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3. CASA Testbed & Data205

a. Overview of the CASA DFW Radar Network206

The CASA DFW radar network monitors the lower atmosphere in the Dallas–Fort207

Worth–Arlington (DFW) region, an area spanning roughly 194 x 201 km and serving approx-208

imately 6.5 million people. This network of six advanced X-band, dual-polarization radars is209

specifically designed for the detection and mitigation of severe weather phenomena—such as hail,210

tornadoes, and floods — by providing high-resolution observations of the lower atmosphere. Un-211

like traditional systems, CASA’s dense coverage is optimized to capture rapidly evolving localized212

weather events, providing information that is critical to urban safety. Figure 1 illustrates the spatial213

layout and coverage areas of both the CASA X-band radars and the NexRad S-band radar (KFWS)214

over the DFW Metroplex, highlighting the dense network’s capability to monitor urban weather215

phenomena with high spatial and temporal resolution.216

Fig. 1. Location and coverage of CASA and NexRad Radars over DFW region. The layout of S-band KFWS

WSR-88DP radar (100 km range ring in red) and the DFW dual-polarization X-band radars (40 km range rings in

blue). The letter symbols, such as “XMDL”, correspond to the name of various radars. Figure from Chandrasekar

et al. (2018).
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Furthermore, the DFW network serves as a testbed for integrating advanced technologies, such as221

attenuation correction and clutter suppression, to enhance the reliability of urban radar systems. The222

dual-polarization capability, coupled with collaborative multi-radar approaches, provides robust,223

fault-tolerant data to mitigate the impact of equipment outages.224

The article Principles of High-Resolution Radar Network for Hazard Mitigation and Disaster225

Management in an Urban Environment by Chandrasekar et al. (2018) describes in detail CASA226

X-Band Radar Network, compares WSR-88DP S-band Radar (NexRad) with DFW X-band Radar227

(CASA), provides locations of CASA radars, and explains principles behind the radar network.228

b. Data and Capabilities229

Since March 2016, the CASA network in DFW has produced a range of high-resolution weather230

products, including: Quantitative Precipitation Estimates (QPE) at a resolution of 554 m × 549 m;231

specialized products for identifying hail events (hail detection); both single-radar and composite232

reflectivity measurements; single-radar velocity products capturing storm dynamics.233

In comparison with the NexRad S-Band radars, CASA radars exhibit notable differences. CASA234

radars provide coverage below 1 km, whereas NexRad only covers about 30% of its data below 1235

km. In addition, CASA offers updates every 1 minute, in contrast to NexRad’s 5-minute update236

cycle. These differences yield detailed observations of the lower atmosphere with CASA, while237

NexRad offers broader-scale atmospheric coverage.238
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4. CASA Data Portal Implementation239

This section describes the proposed CASA Data Portal, presenting its objectives, functional240

requirements, system design, and completed work to date. By integrating event-based data retrieval,241

efficient storage solutions, and user-friendly accessibility, the portal aims to support researchers242

and practitioners in event analysis and machine learning workflows.243

a. Goals244

The CASA Data Portal is envisioned to fulfill the following primary objectives:245

1. Provide access to event-related atmospheric data, leveraging records from the NOAA Storm246

Events Database and CASA Alerts for the DFW region (for Environmental Information NCEI;247

CASA 2025).248

2. Host and serve the CASA DFW Dataset, comprising eight years of precipitation data from249

CASA X-band radars and NexRad ”KFWS” S-band radar (June 1, 2016 – May 31, 2024) used250

in deep generative modeling applications.251

3. Provide access to all CASA radar data products from March 2016 (as listed in Section b) to252

support broader machine learning workflows, contingent on available resources.253

b. Requirements254

To achieve its intended functionality, the CASA Data Portal must meet the following technical255

and operational requirements:256

• Accessibility: The platform must be hosted online to allow remote user access.257

• User Interface: Provide an intuitive interface for selecting weather events based on user-258

defined parameters such as date range, location, and event severity.259

• Data Storage and Integration: Store radar maps in NetCDF format while generating refer-260

ence files and mappings using Kerchunk for optimized data access.261

• Efficient Data Access: Enable users to interact with and download data in Zarr format,262

supported by reference files for rapid retrieval.263
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• Command-line Support: Facilitate dataset downloads via command-line tools, ensuring264

ease of integration into automated workflows.265

c. Limitations266

Despite its robust design, the CASA Data Portal will operate under certain constraints:267

• Cost Considerations: To minimize expenses, the system will leverage NERC268

(https://nerc.mghpcc.org/) servers for backend operations, Vercel (https://vercel.com/) for269

frontend deployment, and Open Storage Network (https://www.openstoragenetwork.org/) for270

data storage.271

• Storage Capacity: The OSN bucket currently provides a 30-terabyte allocation, extendable272

up to 50 terabytes upon request.273

• Update Frequency: Event records will be updated according to the NOAA Storm Events274

Database’s monthly update schedule, potentially introducing delays in data availability to the275

latest month of data.276

d. System Design277

1) Component 1 – Frontend278

The frontend will be implemented using Next.js and hosted on Vercel. Next.js, a React-based279

framework, enables seamless integration with Vercel and simplifies frontend development by280

abstracting infrastructure management.281

The frontend will consist of the following pages:282

• Home: Explains the platform’s purpose and guides users on how-to use the platform.283

• Atmospheric Events: Provides an interface for users to view files associated with selected284

events, explore the CASA DFW Dataset, or create custom datasets for ML workflows. While285

files cannot be downloaded directly from the interface, users can provide their email to receive286

reference files for the selected events. For downloading the CASA DFW Dataset, users can287

either receive a reference file via email or obtain a command-line instruction from the interface288

to download the data directly from the S3 bucket.289
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Fig. 2. CASA Data Portal System Design.

• Documentation: Provides a concise guide for downloading atmospheric data using reference290

files, a tutorial on navigating the Atmospheric Events interface, and additional background291

information about CASA’s data.292

• About: Provides detailed information about CASA, the platform, its goals, and the contribu-293

tors.294

• Feedback Form: Enables users to report issues, suggest improvements, or submit requests.295

2) Component 2 – Backend296

The backend will be implemented as a Dockerized FastAPI service. This API will:297

• Process queries from the frontend.298

• Interact with the PostgreSQL database to fetch relevant data.299
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• Email reference files and data-download instructions to users.300

• Submit content of the Feedback Form.301

Docker ensures consistent deployment, while FastAPI offers a high-performance web framework302

for API development.303

3) Component 3 - Data Integration Engine304

This engine will perform the following functions:305

1. Periodically extract new events from the NOAA Storm Events Database and CASA Alerts.306

2. Map events to corresponding NetCDF files and update PostgreSQL database.307

3. Upload NetCDF files to OSN and trigger Kerchunk to generate reference files.308

4. Add reference to NetCDF mappings to the database to enable efficient data retrieval.309

4) Component 4 - Open Storage Network (OSN)310

OSN will store NetCDF files and corresponding JSON reference files generated by Kerchunk.311

These reference files enable efficient data access using Zarr libraries. This S3-compatible storage312

solution supports Zarr operations, allowing users to stream or download data efficiently in parallel313

using the reference files.314

5) Component 5 - CASA Server315

The CASA server, which houses atmospheric data, will serve as the initial source for data uploads316

to OSN.317

6) Component 6 - CASA Alerts318

CASA Alerts, a service supported by a MySQL database, contains records of atmospheric events319

reported by public of DFW Metroplex. These records will supplement the NOAA Storm Events320

Database records.321
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7) Component 7 - NOAA Storm Events Database322

The NOAA Storm Events Database, the primary source for event selection, provides annual323

records with metadata such as event types, start and end times, and descriptions. This data will324

drive the event selection functionality.325

Fig. 3. CASA Data Portal – Atmospheric Events Page

e. Completed Work326

At this stage of development, several foundational steps have been achieved:327

• Prototyping and Architecture Setup: A minimal FastAPI backend has been tested locally,328

demonstrating the feasibility of using Docker for consistent deployment.329
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• Initial Data Ingestion: A subset of NetCDF files has been uploaded to OSN with corre-330

sponding reference files, and their mappings have been store in PostgreSQL Database.331

• Database Integration: A PostgreSQL schema has been initialized, storing metadata from332

NOAA Storm Events and CASA Alerts for retrieval.333

• Frontend Development: Basic Next.js frontend have been prototyped, validating integration334

with Vercel.335
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5. Conclusion and Future Work336

Building on the usability principles demonstrated by SEVIR and the cloud-optimized approach337

adopted by Dynamical.org, our CASA Data Portal is being developed to provide structured,338

accessible, and efficient access to high-resolution atmospheric data. By integrating event-based339

retrieval from the NOAA Storm Events Database and utilizing scalable data formats such as Zarr,340

the platform will enhance both usability and computational efficiency. The completed work —341

including initial data ingestion, backend prototyping, and frontend development — lays a strong342

foundation for achieving the objectives set forth in Section a. Given the progress made, we343

anticipate that the platform will fully satisfy all outlined goals upon completion.344

While the core architecture and essential functionality are established, further refinements and345

integrations remain to be completed. Future work includes:346

• Integrating CASA Alerts – Incorporating real-time atmospheric event reports from CASA’s347

alerting system to enrich event metadata and provide more comprehensive event discovery.348

• Refining the User Interface and Conducting Testing – Improving the frontend for seamless349

user experience and performing extensive user testing to ensure accessibility, efficiency, and350

robustness.351

• Automating the Data Integration Engine – Implementing an automated pipeline for con-352

tinuous data ingestion and processing, incorporating message queues such as RabbitMQ353

to facilitate communication between backend microservices. RabbitMQ will enhance fault354

tolerance by ensuring message persistence and retries in case of failures and will improve re-355

liability by providing guaranteed message delivery, load balancing, and efficient inter-service356

communication.357

• Deploying the System – Finalizing platform deployment across Vercel (for the frontend)358

and the New England Research Cloud (NERC) (for backend services and data processing),359

ensuring stability, scalability, and accessibility.360

With these remaining steps, the CASA Data Portal will serve as a state-of-the-art solution for361

atmospheric research, enabling streamlined access to high-resolution radar data and facilitating362

advanced machine learning applications. By bridging the gap between data complexity and acces-363
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sibility, this work contributes to enhancing atmospheric research, numerical weather prediction,364

and climate science.365
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